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Abstract— The designer of a mapping system for mobile robots
has to choose how to model the environment of the robot.
Popular models are feature maps and grid maps. Depending
on the structure of the environment, each representation has
certain advantages. In this paper, we present an approach that

maintains feature maps as well as grid maps of the environment. ) o o
This allows a robot to update its pose and map estimate based (a) Feature-based mapping system (no features inside the buildings)
on the representation that models the surrounding of the robot

in the best way. The model selection procedure is obtained by

reinforcement learning and takes a decision based on the current

observation. As we will illustrate in simulation as well as in real

world experiments, this allows a robot to learn accurate maps in

a more robust way than approaches using only feature or only

grid maps.

(b) Grid-based mapping system (few structural information outside)
. INTRODUCTION

Building maps is one of the fundamental tasks of mobile
robots. In the literature, the mobile robot mapping problem is
often referred to as th@multaneous localization and mapping
(SLAM) problem. It is considered to be a complex problem, (c) Combining features and grid maps
because for localization a robot needs a consistent map %ﬂ;d 1. When mapping environments that contain large open spaces with
for acquiring a map a robot requires a good estimate of f&v landmarks as well as dense structures, a combination of feature maps
location. This mutual dependency between the pose and i@ grids maps outperforms the individual techniques.
map estimates makes the SLAM problem hard and requires
searching for a solution in a high-dimensional space. i

A large variety of different estimation techniques has bedttPerforms pure grid and pure feature-based approaches. A
proposed. Extended Kalman lIter, sparse extended informdotivating example is shown in Figure 1. , _
tion lters, maximum likelihood methods, particle lter, and 'NiS Paper is organized as follows. After a discussion

several other techniques have been applied to estimate Phe€lated work, we briey introduce mapping with Rao-

pose of the robot as well as a map of the environmerilackwellized particle lters in Section Ill. Section IV presents

Most approaches to mapping use sets of features to mof#[ [ter for mapping which maintains the dual model of the
the environment, grid maps, or topological maps. Each rep%]wronment.. Section V explams our merI selectlop process
sentation has its own advantages. The environment the ropgf€d on reinforcement learning. Experiments carried out in
is deployed in mainly in uences the decision which modejimulation and on real robots are presented in Section VI.
to chose. For example, in large open spaces with prede ned
landmarks, feature-based approaches are likely to outperform Il. RELATED WORK
mapping techniques based on grid maps. In dense and clutterellapping techniques for mobile robots can be roughly
environment, however, grids offer substantial advantages. classi ed according to the map representation and the under-
In our system, we maintain the joint posterior about thiging estimation technique. One popular map representation
trajectory of the robot and the map of the environment usirig the occupancy grid. Whereas such grid-based approaches
a Rao-Blackwellized particle Iter. The contribution of thisare computationally expensive and typically require a huge
paper is a novel approach which combines feature-bassmdount of memory, they are able to represent arbitrary objects.
models with occupancy grid maps. Our approach allowsFeature-based representations are attractive because of their
robot to perform its corrections based on both representationsmpactness. However, they rely on prede ned feature extrac-
It selects the model that is currently the best one to maprs, which assumes that some structures in the environments
the surroundings of the robot. The model selection proces®e known in advance.
is obtained using reinforcement learning. It makes a decisionThe model of the environment and the applied state esti-
based on the current sensor observations and the state ofrttation technique are often coupled. One of the most popular
Iter. As we will demonstrate in the experiments, our approachpproaches are extended Kalman lters (EKFs) in combination



with landmarks. The effectiveness of the EKF approach&nce the map strongly depends on the pose estimate of
comes from the fact that they estimate a fully correlatatie robot, this approach offers an ef cient computation. This
posterior about landmark maps and robot poses [10, 1&chnique is often referred to as Rao-Blackwellization.
Their weakness lies in the strong assumptions that have tdlypically, Eq. (1) can be calculated ef ciently since the
be made on both the robot motion model and the sengwsterior about map®(m | Xi.;Z1¢) can be computed
noise. Moreover, the landmarks are assumed to be uniquahalytically using “mapping with known poses” sincg; and
identi able. There exist techniques [14] to deal with unknowizy.; are known.
data association in the SLAM context, however, if these To estimate the posteriq(xi:¢ j z1.t; U1:t; 1) about the po-
assumptions are violated, the lIter is likely to diverge [5, 9tential trajectories, one can apply a particle lter. Each particle
19]. represents a potential trajectory of the robot. Furthermore, an
Thrunet al.[18] proposed a method that uses the inverse pfdividual map is associated with each sample. The maps are
the covariance matrix. The advantage of the sparse extenggilt from the observations and the trajectory represented by
information lters (SEIFs) is that they make use of thehe corresponding particle.
approximative sparsity of the information matrix and in this This framework allows a robot to learn models of the
way can perform predictions and updates in constant timgnvironment and estimate its trajectory but it leaves open how
Eusticeet al. [4] presented a technique to make use of exactifie environment is represented. So far, this approach has been
sparse information matrices in a delayed-state framework. applied using feature-based models [11, 12] or grid maps [3,
In a work by Murphy, Doucet, and colleagues [2, 13], Rag, 7, 13]. Each representation has its own advantages and one
Blackwellized particle Iters (RBPF) have been introduced agpically needs some prior information about the environment
an effective means to solve the SLAM problem. Each particle select the appropriate model. In this paper, we combine
in a RBPF represents a possible robot trajectory and a mapth types of maps to represent the environment. This allows
The framework has been subsequently extended by Mon{gto combine the advantages of both worlds. Depending on
merloet al. [11, 12] for approaching the SLAM problem withthe most recent observation, the robot selects that model which
landmark maps. To learn accurate grid maps, RBPFs have bgelkely to be the best model in the current situation.
used by Eliazar and Parr [3] andiHnelet al.[7]. Whereas the
rst work describes an ef cient map representation, the second
presents an improved motion model that reduces the number
of required particles. The work of Grisett al. [6] describes ~ Our mapping system applies such a Rao-Blackwellized
an improved variant of the algorithm proposed bihrelet particle Iter to maintain the joint posterior about the trajectory
al. [7] combined with the ideas of FastSLAM2 [11]. Insteadf the robot and the map of the environment. In contrast
of using a xed proposal distribution, the algorithm computet previous algorithms, each particle carries a grid map as
an improved proposal distribution on a per-particle basis avell as a map of features. The key idea is to maintain both
the . representations simultaneously and to select in each step the
So far, there exist only very few methods that try to combinmodel that is best suited to update the pose and map estimate
feature-based models with grid maps. One is the hybrid metd€the robot. Our approach is independent of the actual features
map (HYMM) approach [8]. It estimates the location ofhat are used. In our current system, we use a laser range nder
features and performs a triangulation between them. In tleied extract clusters of beam end points which are surrounded
triangulation, a so called dense map is maintained which cay free space. In this way, we obtain features from trees, street
be transformed according to the update of the correspondiagps, etc. Note that other feature detectors can be directly
landmarks. This allows the robot to obtain a dense map byegrated into our approach. The detector itself is completely
using a feature-based mapping approach. However, it is stittnsparent to the algorithm.
required that the robot is able to reliably extract landmarks. In each step, our algorithm considers the current estimate
as well as the current sensor and odometry observation to
Il. M APPING WITH select either the grid or the feature model to perform the next
RAO-BLACKWELLIZED PARTICLE FILTERS update step. This decision affects the proposal distribution in
According to Murphy [13], the key idea of the Rao-he particle Iter used for mapping. The proposal distribution
Blackwellized particle Iter for SLAM is to estimate the joint is used to obtain the next generation of particles as well as to
posteriorp(X1:t; M j Z1:;U1t; 1) @about the mapm and the compute the importance weights of the samples.
trajectoryxy.y = Xi;:::;X¢ of the robot. This estimation is In the remainder of this section, we rst introduce the

IV. DUAL MODEL OF THEENVIRONMENT

the mobile robot. The Rao-Blackwellized particle Iter forcurrent step.
SLAM makes use of the following factorization If the grid map is to be used, we draw the new particle
P(X1:t; M j Zg:t; Upt; 1) = poses fror_n an improve_d proposal distribution as introdgced
. ) . ) ) by Grisettiet al. [6]. This proposal performs scan-matching
P(M J X1:t; Z1:) Op(Xa:t | Za:as U 1) @ ona per particle basis and then approximates the likelihood
This factorization allows us to rst estimate only the trajectorjunction by a Gaussian. This technique has been shown to
of the robot and then to compute the map given that trajectoyyeld accurate grid maps of the environment, given that there



is enough structure to perform scan-matching for an initiakeuristic for model selection. Since the weights of a particle
estimate. are based on different types of measurement, they cannot be

When using feature maps, we apply the proposal distributioompared directly. What can be compared, however, is the
as done by Montemerlet al.[12] in the FastSLAM algorithm. weight distribution over the lter.

After the proposal is used to obtain the next generation of One way to measure this difference in the individual weights
samples, the importance weights are computed accordingigdo compute the variance of the weights. Intuitively a set of
Grisettiet al. [6] and Montemerlcet al.[12] respectively. Note weights with low variance does not strongly favor any of the
that we compute for each sampleéwo weightswg) (based hypothesis represented by the particles, while a high variance
on the grid map) andvf(') (based on the feature map). Foindicates that some hypotheses are more likely than others.
resampling, one weight is required but we need both valuesThis suggests that a strategy based onNbe value, which
in our decision process as explained in the remainder of tfigsstrongly related to the variance of the weights, can be a

paper. good heuristicN ¢ is computed for both sets of weights as

To carrying out the resampling step, we apply the adaptive g _ 1 - 1 _
resampling strategy originally proposed by Doucet [1]. It com- Ney = P N (W(i))2 and  Ngt= P N (W(i))z' @)
putes the so-called effective sample size or effective number i=1 A7 i=1 AT

of particles Ner) to decide whether to resample or not. This It can be easily seen, that a higher variance in the weights
is done based on the weights resulting from the proposal uséelds a lowemNeg value. Assuming that a set of particles with

to obtain this generation of samples. a higher variance in the weights is usually more discriminative,
it seems r(faasonable to switch to the feature-based model
g
V. MODEL SELECTION wheneveN 4 <N g;.

T_he pTObab'y ”?03‘ Imp ortant aspect .Of our proposed_ aé Reinforcement Learning for Model Selection
gorithm is to decide which representation to choose given ) o
the current sensor readings and the lter. In the following .Both approaches described above are clearly heuristics. In

we describe different strategies we investigated and which af section, we describe how to use reinforcement learning to
evaluated in the experimental section of this paper. combine the heuristics while avoiding their pitfalls. The basic

idea of reinforcement learning is to nd a mapping from states
S to actionsA which maximizes a numerical reward signal
r (see [16] for an introduction). Such a mapping is called a
A mapping approach that relies on scan-matching is mqgsslicy and can be learned by interacting with the environment.
likely to fail if laser readings cannot be aligned to the mamspired by the human learning method of trial and error, this
generated so far. This is likely to be the case in large opefass of learning algorithms perform a series of actions and
space with sparse observations. In such a situation it is oftgalyze the obtained reward.
better to use a pre-de ned feature extractor (in case there arThere exist a number of algorithms for reinforcement
feature) to estimate the pose of the robot. learning that differ most notably in the knowledge available
A measure that can be used to detect such a situationalsout the environment. If it can be modeled as an Markov
the likelihoodl(z; x; mg;) that the scan-matching seeks talecision process for example, technics such as policy iteration
maximize. To point-wise evaluate the observation likelihoocan be applied. If no model of the environment is available,
of a laser observation, we use the so called “beam endpadindnte Carlo methods or Temporal-Difference Learning (TD
model” [17]. In this model, the individual beams within a scatearning) should be applied. For our approach, we use the
are considered to be independent. The likelihood of a beanSarsa algorithm [16] which is a popular algorithm among the
computed based on the distance between the endpoint of T2 methods and does not require a model of the environment.
beam and the closest obstacle from that point. It learns an action-value functidd(s; a) which assigns a value
Calculating the average likelihood for all particles results ito state-action pairs. Those values can then be used to generate
a value that can be used as a heuristic to decide which m@policy (e.g., choose the action that has the highest value in

A. Observation Likelihood Criterion

representation to use in a given situation: a given state).
_ 1 M. () To apply this method to our model selection problem, we
I = N 1(ze;%¢ 75 Mgit) (2) have to de ne the state§, the actionsA, and the reward

i r : S! R. Dening the actions is straight forward a& =
A heuristic for selecting the feature-based representation fray; ar g, whereag de nes the use of the grid map asag the
stead of the grid map can be obtained based on a threshate of the feature map.
(- c). The state set has to be de ned in a way that it represents
all necessary information about the sensor input and the Iter
B. N Criterion to make a decision. .To a.chigveithis, our state qonsistg of the
average scan matching likelihodda boolean variable given

(ﬁs desc(rii)bed above, each partidlecarries two weights Nfi <N &, and a boolean variable if a known feature has

. €
wg" andw; -, one for the grid-map and one for the featurésyrrently been detected or not. This results in
map. These weights can be seen as an indicator of how well

a particle explains the data and therefore can be used as a S:=flg£f 1 1 on 5,9 ET Lieature detected: (4)



The value ofl is divided into (here seven) discrete intervalélgorithm 1 Our combined approach
(0:0§ 0:15,0:16; 0:3, 0:31; 0:45, 0:46; 0:6, 0:61; 0:75 Require: _ _
0:76j 0:9, 0:91j 1.0), resulting in7£ 2£ 2 = 28 states. It is ZSu 1t~htgemsoifg‘fe'iesn'9tt|§;gr‘i previous time step
|mportant to Keep the numper of states small since learning thezl{; ’, the most recent feature measurement
policy otherwise may require too many computation resourcesy,, ,, the most recent odometry measurement
(even as a preprocessing step which needs to be executed @nbure:
once). S;, the new sample set

The policy is learned on simulated data where the true
robot posex; is available in every time step We use the
weighted average deviation from the true pose to de ne ourg, = fg
reward-function. To avoid a punishment that result from wrong for all s{ii)l 2Sy 1 do
decisions in the past (e.g. a wrong rotation), we only use the <« E:)lin;t); l;Wf(;it)i 1mg;3i ¥ mg;it)i L >= sgii)l
deviation accumulated since the last evaluation stefl:

maptype = decide(St; 125t ; Zrt ; Ut; 1)

/I compute proposal

X N . if (maptype = grid ) then
&) = rsy) i WO ©) x5 Px )X 3 12
i=1 else

L : . . ) O

Deviations from the simulated path result in negative rewards. )(‘jtl,f » P (X ] X3 Ut 1)
As mentioned in the previous section, each particle stores two end
weights. For calculating the weighted average, wew&é if Il update importance weights
the last action taken was, andw!' if a; was taken. wy; = updateGridweight( w} ;m$? 1:2i1)

The environment for learning consists of building-like struc-  w;, = updateFeatureWeight( wfy, ;;m{. 15z )
tures with hallways and an outdoor part that models a set of
trees. We recorded a simulated path and executed the learning // Update maps 0

; ; ; ; my¢ = integrateScan(my.;. ;X ;2 )

algorithm for 1000 times. During learning, we us &greedy o oti b 0

; ; ; : mg, = integrateFeatures( my, . ;X Zet )
policy. In states, a greedy policy chooses the actiarwhich fit fit i 107
has_ the highest valu@(s; a)._In contrast to_ this, aA-greedy _ /I update sample set . . .
p(_)llcy_ allgws exploratory actions by choosing a random action g, = g, [f <x Oww® m® m > g
with likelihood 2. end for ’ ’

This technique results in a policy that tells the robot whento
select the feature-based representation and when to choose tﬁ%’,f' =0 toN do ) th
grid map. Note that our approach to learn a strategy for making ! (rr(li?p_tySVei) = grid ) then
decisions is independent of the actual feature detector used. -
One could even use this approach to choose among multiple — y® = w®
feature detectors. The overall mapping algorithm is depicted end if
in Algorithm 1. end for

Neo = PN 2 1 0
VI. EXPERIMENTS My (w)

; ; if Nee <T then )
Our approach has been evaluated using simulated and redl S, = resample(St: fw(ig)

robot data. Real world experiments have been conducted usin%nol if

an ActivMedia Pioneer 2-AT robot equipped with a SICK

LMS laser range nder. For generating the simulated data,

we used the Carnegie Mellon Robot Navigation Toolkit.  shows example results obtained with the different approaches.
The experiments have been designed to verify that oBigure 1 (a) is the result of the purely feature-based FastSLAM

mapping approach is able to reduce the error comparedajgproach. Since no features are found inside the building

the purely feature-based technique (FastSLAM [12]) and #tructures, the robot cannot correct its trajectory inside the

the purely grid-based approach [6]. In case the environménlildings. In contrast, the path through the alley is well

suggests the use of one single model, the result is obvioustyrected.

the same as using the original approach.

The purely grid-based approach [6] is able to correctly
map the buildings but introduces large errors in the alley (see
A. Simulation Experiments Figure 1 (b)). Due to the limited range of the sensor, too few

The simulated environment used to test our approach qgsta_lcles are observed a_md therefore no scan registration is
shown in Figure 2. It shows two symmetric buildings conP0ssible and thus the grid-based approach fails to map the
nected by an alley spanning 70m in total. We simulated 3/€Y appropriately.
laser range nder with a maximum range of 4m which is In contrast to this, our combined approach using the learned
less than the distance between the trees in the alley (5mdlicy is able to correct the trajectory of the robot all the time
The motivating example in the introduction of this papeby selecting the appropriate model. It uses the grid maps inside



Fig. 2. Simulated environment used test our approach. This shows the ground truth map and trajectory of the robot.
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FastSLAM (features only)---+-- i

Grisetti et al. (grid only):------
Our approach—«—
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Fig. 5. Typical mapping results when using the likelihood-heuristic (left)

and our Sarsa-based approach (right).
10000

cumulative error

look nicer. The scan-match heuristic for example relies on a

xed thresholdc;. If the threshold is not optimally tuned, in

can happen that the grid approach is not selected eventhough

it would be better. This leads to walls which are more blurred

0 200 400 600 800 1000 1200 1400 1600  Of slightly missaligned. Figure 5 depicts a magni ed view of
timestep two maps illustrating the difference. Unfortunately, it is hard

_ o , to design a measure that is able to take this blurriness into

Fig. 3. Deviation of the weighted mean of the samples from ground tru%'gcount. A similar effect can be observed when using\tbe

using grid- and feature-model on their own and using the combined approa®fy.” ™ -
The error bars illustrate the 0.05 con dence level. criterion.
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B. Real World Experiments

Real robot data has been recorded at Freiburg University.
The computer science campus includes a parking space of
) about 50m by 120m (see Figure 6). Lamps are set in two
rows at a distance of 16m. The dataset was recorded at a time

0O 200 400 600 800 1000 1200 1400 1600  when no cars were present and therefore only the lamps caused
tmestep re ections of the laser beam. The robot was steered manually
Fig. 4. Deviation of the weighted mean of the samples from ground trufifough a building, around the neighboring parking space, and
using the scan-match likelihood heuristic, thex heuristic and our approach. back into the building. The trajectory is plotted in Figure 7. To
evaluate our approach, we limited the maximum laser range
t(?SlZm, which is less than the distance between two lamps.
Since no ground truth was available, we measured the error

To evaluate our approach more quantitatively, we repeat@dgnbapp;oxmated rrlobfo tGpgthEvtvh|Ich6was.tgk]‘etnhera}te|? ;;OS ing the
this experiment for 20 times with different random seeds. yyy!d-based approach ot LrSest al. [6] wi e m

compared our approach to the pure feature-based approachseefvibssoor range (s?rc])wn |bntrec|1/dark gt;ay In dFlgure 7h) gute tlo
the pure grid-based approach. The results in Figure 3 sh(g ; oM range, the robot always observed enough obstacles
ttﬁ) build an accurate map. Figure 8 shows the error of the

weighted mean trajectory over time. In summary, the real robot
periment leads to similar results as simulated experiments.
e combined approach performed better compared to both

cumulative error

the buildings and the features outside. The resulting map
shown in Figure 1 (c).

pure approaches (0.05 signi cance).
In addition, we compared the solution obtained by Sar

with those of the scan-matching heuristic and khg heuris- ﬁ@ditional SLAM techniques with 12m sensor range.

tic. We measured the absolute deviation from ground truth The computational requirements of the oresented approach
every time step. Figure 4 illustrates that the average error of the P d P PP

learned model selection policy is lower than when using t € approximatively Fhe sum of the individua] techniques. On
heuristics. However, we could not show that this improvemeﬁts'[and"’Ird PC, our implementation runs online.
is signi cant.

One interesting fact can be observed when comparing the VIl. CONCLUSIONS
results of these three technique by manual inspection. Even iin this paper, we presented an improved approach to learn-
the error measured as the deviation from the ground truth is mag models of the environment with a Rao-Blackwellized
signi cantly smaller for the learned policy, the maps typicallyparticle Iters. Our approach maintains feature maps as well



Fig. 6. Parking space at Freiburg campus.

Fig. 7. Grid map of parking space and neighboring building 078 at Freibufg0]
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5 Grisetti et al. (grid only)
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Fig. 8. Deviation of the weighted mean of the samples from the estimated

trajectory (using the 80m range scanner).

(1]

(2]

(3]

(4]

(5]

(6]

(7]

(8]

(9]

campus. The approximated robot trajectory is shown in red/dark gray, the

result of our combined mapping approach is shown in green/light gray.

[11]

as grid maps to represent spatial structures. This allows the
robot to select the model which provides the best expected

map estimate. The model selection procedure is obtained [ﬂﬁ)

a reinforcement learning approach. The robot considers the
previous estimate as well as the current observations to chose 598, Edmonton, Canada, 2002.

the model that will be used in the upcoming correction steB.s] K
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